
          International Research Journal of Engineering and Technology (IRJET)       e-ISSN: 2395-0056 

                Volume: 12 Issue: 11 | Nov 2025              www.irjet.net                                                                         p-ISSN: 2395-0072 

  

© 2025, IRJET       |       Impact Factor value: 8.315       |       ISO 9001:2008 Certified Journal       |     Page 170 
 

A Permissioned Blockchain Architecture for National Athlete 

Information Management Using Hyperledger Fabric 2.0 and Off-Chain 

Storage 

H. Han 

1 Independent researcher, 260 Fortfield Rd, Bristol BS14 9QT, UK 
---------------------------------------------------------------------***---------------------------------------------------------------------
Abstract - National-level athlete management requires 
continuous, secure information exchange among sports 
governing bodies, sport associations, and sports medicine and 
anti-doping institutes. Conventional centralized information 
systems exhibit single points of failure, weak auditability, and 
inefficient cross-organizational data sharing. This study 
proposes a permissioned blockchain-based athlete information 
management system built on Hyperledger Fabric 2.0. The 
architecture models three key stakeholders as consortium 
members, employs Raft as a crash-fault-tolerant ordering 
service, and encodes six core transaction types—personal, 
training, performance, health, medical, and data-sharing 
records—through smart contracts (chaincode). To reconcile 
blockchain immutability with storage efficiency and privacy 
requirements, the system combines on-chain meta-data with 
off-chain JSON documents stored in CouchDB, linked via SHA-
256 hashes and protected by AES-256 encryption. A prototype 
was implemented using the Fabric First-Network baseline and 
evaluated with Hyperledger Caliper on mid-range hardware 
(Intel Core i5 1.6 GHz, 8 GB RAM, 1 TB SSD/HDD). Under read-
only workloads, the system achieves up to 1,693.02 
transactions per second (TPS) for 8 KB payloads and 164.06 
TPS for 1 MB payloads, while write-only workloads reach 
1,009.55 TPS and 112.87 TPS for the same sizes. These results 
demonstrate that the proposed architecture can sustain 
several hundred TPS under realistic data volumes, providing 
sufficient capacity for national-level athlete information 
management while delivering strong guarantees of integrity, 
confidentiality, authentication, and auditability. 
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1. INTRODUCTION 
 
Elite national sports programs operate within a multi-
organizational ecosystem composed of several 
interdependent institutions. Governmental sports bodies 
establish national sport policies, oversee athlete selection, 
and allocate funding; national sport associations and 
federations manage sport-specific training and competition 
activities; and sports medicine and anti-doping institutes 
monitor the medical, physiological, and biochemical well-
being of athletes. Each of these actors maintains its own 

information systems, generating and managing vast amounts 
of athlete-related data daily for hundreds or even thousands 
of elite and developmental competitors. The coexistence of 
these distributed and independently operated systems 
creates significant challenges for data consistency, 
interoperability, and governance. The data generated and 
shared across this ecosystem encompass a wide range of 
sensitive and confidential information, including athlete 
identities, biometric profiles, competition performance 
indicators, injury histories, medical diagnostics, and anti-
doping laboratory results. Safeguarding the confidentiality, 
integrity, availability, and transparency of this information is 
essential—not only to protect athlete privacy but also to 
ensure accountability, fairness, and public trust in the 
governance of sport. Transparency, in particular, plays a 
crucial role by enabling data transactions and updates to 
remain traceable, verifiable, and auditable across all 
participating organizations without compromising privacy. 
This allows authorized stakeholders to determine who 
accessed or modified records, under what authority, and at 
what time, thereby discouraging data manipulation, 
favoritism, and fraudulent alterations. 

Such transparency is especially vital for compliance with 
international oversight bodies such as the World Anti-
Doping Agency (WADA), where tamper-proof reporting and 
audit trails are indispensable for validating test results and 
enforcing sanctions. In the absence of standardized and 
transparent data-sharing mechanisms, organizations often 
face information silos, disputes over record authenticity, and 
public skepticism regarding the fairness of regulatory 
processes. Consequently, ensuring both data security and 
operational transparency is fundamental to establishing a 
trustworthy digital ecosystem for modern sports 
governance. 

1.1 Structural Problems in Current Practice 
 

Three major structural problems characterize the current 
practice: 

 Centralization and single points of failure: Training, 
performance, and medical management systems are 
frequently built around centralized servers or 
institutional databases. Any outage, compromise, or 
corruption at a single site can cascade to disrupt 
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decision-making and operational continuity at the 
entire national level. 

 Limited transparency and traceability: When 
information is modified or deleted, it is often difficult 
to reconstruct who performed the change, when it 
occurred, and under whose authorization—
particularly when the transaction spans multiple 
organizations. This lack of auditability weakens 
institutional accountability and increases the risk of 
data manipulation or administrative disputes. 

 Inefficient cross-organizational data sharing: Data 
exchange between entities, such as between a 
medical institute and a national sport federation, 
typically depends on hierarchical reporting channels 
and manual approval processes. These lead to 
delays, data duplication, and information silos that 
impede timely decision-making and coordinated 
athlete management. 

1.2 Blockchain as a Candidate Solution 
 
Blockchain technology has emerged as a potential solution to 
several of these problems by providing a replicated, append-
only ledger that multiple participants can maintain jointly. 
Such ledgers offer inherent tamper resistance, auditability, 
and decentralization. However, a naïve deployment of a 
public blockchain for managing athlete information would be 
neither scalable nor privacy compliant. Public blockchains 
rely on open participation and energy-intensive consensus 
mechanisms such as proof-of-work, which limit throughput 
and violate legal constraints related to personal and medical 
data protection. 

 

1.3 Rationale for Using Hyperledger Fabric 
 

To overcome these limitations, this study employs 
Hyperledger Fabric, a permissioned blockchain framework 
designed for institutional and consortium-based 
environments where participants are known but mutually 
untrusted. Fabric version 2.0 introduces enhanced lifecycle 
management, chaincode governance, and modular consensus 
options, making it well suited for secure data collaboration 
among governmental and sport organizations. Nonetheless, 
Fabric inherits several fundamental blockchain constraints: 
(a) storing all data fully on-chain is costly and inefficient, and 
(b) its immutability complicates compliance with regulations 
that require data correction or selective deletion, such as 
GDPR’s “right to erasure.” 

 

1.4 Research Goals 
 

In this work, we design and evaluate a Fabric-based 
national level athlete information management system to 
address these challenges, guided by the following scientific 
goals: 

 To formalize athlete-related data and processes as a 
set of transaction types and smart contracts that 

directly map to real-world workflows—such as 
athlete registration, training, performance 
monitoring, medical record management, and inter-
organizational data sharing. 

 To analyze and justify the adoption of the Raft 
consensus protocol as a crash-fault-tolerant, leader-
based ordering service, providing deterministic 
transaction sequencing and operational simplicity 
compared with Fabric’s earlier mechanisms (Solo, 
Kafka) and with Byzantine fault-tolerant (BFT) 
alternatives. 

 To design and implement an efficient off-chain 
storage model that integrates SHA-256 hashing and 
AES-256 encryption with CouchDB as the state 
database, thereby ensuring data integrity, 
confidentiality, and storage efficiency. This design is 
conceptually compared against pure on-chain 
models and alternative off-chain solutions such as 
the Interplanetary File System (IPFS) or external 
object stores. 

 To experimentally characterize throughput–latency 
trade-offs under realistic payload sizes and mixed 
workloads using Hyperledger Caliper, and to 
interpret these results with respect to Fabric’s read–
write set semantics, endorsement policies, and block-
cutting strategies that influence performance 
scalability. 
 

Through these objectives, the study aims to demonstrate 
that a well-configured permissioned blockchain can meet the 
practical requirements of national level sport data 
governance—combining transparency, security, and 
regulatory compliance within heterogeneous institutional 
environments. 

 

1.5 Contributions 
 

Blockchain technology has emerged as a potential solution 
to several of these problems by providing a replicated, 
append-only ledger that multiple participants can maintain 
jointly. Such ledgers offer inherent tamper resistance, 
auditability, and decentralization. However, a naïve 
deployment of a public blockchain for managing athlete 
information would be neither scalable nor privacy 
compliant. Public blockchains rely on open participation and 
energy-intensive consensus mechanisms such as proof-of-
work, which limit throughput and violate legal constraints 
related to personal and medical data protection.-- Our work 
makes the following contributions: 

 Domain-specific governance and data model for 
nationwide athlete management. We design a 
permissioned blockchain architecture that is tailored 
to the institutional landscape of elite sport, explicitly 
modelling the roles and interactions of ministries, 
national sport federations, National Olympic 
Committees, National Anti-Doping Organizations, 
and medical providers. This includes a transaction 
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and access-control model for athlete identity, 
performance, medical, and anti-doping records that 
captures real decision rights and accountability in 
nationwide athlete governance. 

 Privacy-preserving hybrid on-/off-chain design for 
sensitive athlete records. We propose and implement 
a hybrid storage architecture that keeps only 
integrity-critical metadata and cryptographic hashes 
on-chain, while storing rich medical and 
performance documents off-chain under 
organizational control. The design integrates 
encryption, consent-aware access control, and 
verifiable linkage between on-chain events and off-
chain artefacts, thereby reconciling transparency and 
auditability with GDPR-compliant handling of highly 
sensitive athlete data. 

 Raft-based Fabric deployment and transaction flow 
optimized for sport-governance workloads. We 
instantiate the architecture on Hyperledger Fabric 
with Raft ordering and CouchDB state databases, and 
we engineer endorsement policies, channel 
structure, and chaincode logic around typical 
workflows in elite athlete management (e.g., 
registration, medical updates, anti-doping reporting, 
and inter-organizational data sharing). This yields a 
concrete, reproducible reference design for public-
sector sport organizations seeking to operationalize 
blockchain-based data governance. 

 Empirical performance characterization under 
realistic, mixed workloads. Using Hyperledger 
Caliper, we conduct a systematic benchmark 
campaign that exercises read-intensive, write-
intensive, and mixed workloads with varying 
payload sizes that reflect realistic athlete data 
operations. We report throughput and latency trends 
under different transaction profiles and discuss their 
implications for scaling a nationwide deployment, 
thereby providing evidence-based configuration 
guidance for practitioners deploying Raft-based 
Fabric in similar public-sector environments. 

2. BACKGROUND AND RELATED WORK 

2.1 Centralized Athlete Information Systems 
 
Most current athlete information systems in national 
programs are built using traditional three-tier architectures: 
relational databases, application servers, and web or desktop 
clients. These systems are well understood, relatively easy to 
develop, and offer efficient query performance for local use. 
However, they exhibit three structural weaknesses: 

 All trust concentrates at the database administrator; 
malicious or compromised insiders can alter or 
delete records without detection. 

 A physical or logical failure at the central server 
(hardware, software, or network) can render the 
system unavailable. 

 Cross-organizational sharing must be implemented 
via custom interfaces, batch exports, or manual 
reporting, which often lag behind real time. 

These weaknesses become critical in elite sport, where the 
timeliness and reliability of information feed directly into 
selection and training decisions. 
 
2.2 Permissioned Blockchains and Hyperledger Fabric 

 
Permissioned blockchains restrict participation to 

identified entities that are authenticated through 
cryptographic credentials. Hyperledger Fabric implements 
this model through a modular architecture in which 
endorsing peers execute chaincode, orderer nodes establish 
total transaction order, and committing peers validate and 
append blocks to the ledger. The Membership Service 
Provider (MSP) uses X.509 digital certificates to manage the 
identities and roles of organizations and users, allowing 
institutions to align blockchain credentials with their existing 
public-key infrastructure (PKI) or national certification 
authorities (Androulaki et al., 2018). 

 
Unlike public blockchains that maximize decentralization 

at the expense of performance and governance, permissioned 
systems mitigate the blockchain trilemma—the trade-off 
among decentralization, scalability, and security—by limiting 
consensus participation to verified members. Excessive 
decentralization can create significant latency, high 
computational overhead, and energy inefficiency under 
consensus algorithms such as proof-of-work. By contrast, 
permissioned networks provide a balanced design that 
maintains trust, auditability, and governance transparency 
while supporting higher throughput and predictable 
performance (Thakkar et al., 2018). This balance makes them 
particularly suitable for regulated environments such as 
national sports management, where both efficiency and 
accountability are required. 

 
Prior research has shown that Hyperledger Fabric performs 
effectively in supply-chain, financial, and healthcare contexts, 
often achieving thousands of transactions per second and 
supporting flexible endorsement policies for complex 
business logic (Androulaki et al., 2018; Thakkar et al., 2018; 
Khan et al. 2025). However, applications of Fabric within the 
sports domain—especially for integrated athlete data 
management spanning training, performance, and medical 
records—remain largely unexplored. Recent systematic 
reviews highlight this research gap: although blockchain has 
been discussed in sport for use cases such as anti-doping, fan 
engagement, and data ownership, technical implementations 
and performance analyses are still limited (Berkani et al., 
2024). This work therefore builds on existing evidence to 
demonstrate how a permissioned blockchain infrastructure 
can address these challenges by providing a secure, 
transparent, and scalable foundation for national level athlete 
information management. 
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2.3 Consensus: Raft vs. Kafka and BFT Protocols 
 

Early versions of Hyperledger Fabric employed Solo (a 
single-node, non-fault-tolerant prototype) and 
Kafka/ZooKeeper–based ordering services. While Kafka 
offered high throughput, it introduced a complex external 
dependency and was not a true consensus protocol; Fabric 
used it mainly for crash-fault-tolerant log replication 
(Androulaki et al., 2018). 

Starting with Fabric 2.0, the platform adopted Raft as its 
primary consensus mechanism. Raft is a leader-based 
replicated-log algorithm that maintains a consistent state 
among nodes by electing a leader responsible for appending 
entries and replicating them to followers. Once a majority of 
nodes acknowledge an entry, it is safely committed. Raft 
guarantees safety and liveness as long as a quorum remains 
operational under typical enterprise network conditions 
(Ongaro & Ousterhout, 2014). Compared with Kafka, Raft 
integrates natively into Fabric’s architecture, reducing 
operational complexity and external dependencies, while 
providing formally verified correctness, deterministic leader 
election, and snapshotting to bound log growth. 

By limiting participation to authenticated organizations, Raft-
based ordering achieves a practical balance between 
decentralization and efficiency. It avoids the performance and 
governance issues of overly decentralized consensus 
models—sometimes described as the blockchain trilemma of 
decentralization, scalability, and security (Thakkar et al., 
2018). Although Byzantine-fault-tolerant (BFT) protocols 
such as PBFT can tolerate arbitrary or malicious faults, they 
require O(n^2) message exchanges and impose heavy 
communication overhead. In national level institutional 
contexts—where ordering nodes are operated by trusted 
public bodies and the dominant risks involve crashes, 
misconfiguration, or limited insider faults—Raft offers a 
superior throughput-to-complexity trade-off, delivering 
reliability and simplicity suited to real-world consortium 
governance. 

2.4 On-Chain vs. Off-Chain Data Management 
 
A pure on-chain storage design maintains all application data 
directly within blockchain transactions, ensuring complete 
co-location of data and metadata under strong immutability 
guarantees. While this approach simplifies verification and 
preserves end-to-end provenance, it introduces several 
drawbacks. The ledger grows linearly as every transaction 
and payload are permanently replicated across all peers, 
leading to ledger bloat and degraded query performance over 
time. It also conflicts with modern data-protection 
frameworks—most notably the General Data Protection 
Regulation (GDPR)—which requires the ability to erase or 
modify personal information under the “right to be forgotten” 
(Finck, 2019; Casino et al., 2019). Moreover, storing large 
binary objects on-chain inflates storage and I/O overhead, 
particularly in permissioned networks where every peer 
maintains a full copy of the ledger. 

To overcome these issues, enterprise-scale blockchains 
increasingly adopt off-chain data-management patterns, 
where large payloads are moved to external repositories—
such as relational databases, object stores, or distributed file 
systems like IPFS—while only references or cryptographic 
hashes are retained on-chain. This model maintains data 
integrity by linking off-chain content to immutable on-chain 
metadata while providing scalable storage and easier 
compliance with erasure requirements. The trade-off is an 
added layer of architectural complexity and the need to 
coordinate security policies across both systems. 

In this study, we implement a hybrid off-chain storage 
strategy using CouchDB, the state database natively 
integrated with Hyperledger Fabric. Each athlete-related 
record is processed through a dual-layer cryptographic 
mechanism: (1) the raw file or data object is encrypted locally 
using Advanced Encryption Standard (AES-256) in symmetric 
mode, ensuring confidentiality even if the storage repository 
is compromised; and (2) a SHA-256 hash of the encrypted 
content is generated and written to the blockchain ledger as 
an integrity proof. Only the metadata (file ID, timestamp, 
access policy, and hash) are stored on-chain, while the 
encrypted file is preserved off-chain in secured institutional 
storage. 

The combination of AES-256 encryption and SHA-256 
hashing provides complementary protection: AES-256 
prevents unauthorized access to the actual content, whereas 
SHA-256 ensures tamper-evident verification of data 
integrity (Conti et al., 2018). Empirical evaluation of this 
design shows substantial improvements in throughput and 
storage efficiency compared with full on-chain approaches, 
while maintaining confidentiality and verifiable traceability—
an essential requirement for managing sensitive athlete 
medical and anti-doping information within national level 
sport data ecosystems. 

3. SYSTEM MODEL AND DESIGN RATIONALE 
 
The proposed system is a permissioned blockchain-based 
athlete information management platform built on 
Hyperledger Fabric 2.0, connecting national sport authorities, 
federations, and sports medicine institutes. It ensures secure, 
transparent, and auditable data exchange across institutions 
while protecting sensitive athlete information. Users are 
authenticated through encrypted QR codes linked to X.509 
certificates managed by the Membership Service Provider 
(MSP), enabling role-based access without exposing 
cryptographic keys. Athlete data are recorded through smart 
contracts representing six transaction types, processed by 
endorsing peers, and ordered using Raft consensus, which 
provides crash-fault tolerance and high throughput. To 
balance performance and privacy, the system adopts a hybrid 
on-/off-chain storage model: metadata and hashes are stored 
on-chain, while full records—encrypted with AES-256 and 
verified by SHA-256 hashes—reside off-chain in CouchDB. 
This design minimizes ledger growth, ensures integrity and 
confidentiality, and complies with data-protection 
regulations. Together, these components create a scalable, 
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secure, and trustworthy digital infrastructure for national 
level athlete data governance. 

 

 

Figure 3-1: Overall architecture of the athlete 
management system on Hyperledger Fabric blockchain 

network. 
 

3.1 Requirements and Threat Model 
 

From domain analysis, we derive three classes of 
requirements: 

 Functional: registration of athletes and users; 
creation and retrieval of training data, performance 
indicators, and medical records; cross-
organizational information sharing; generation of 
daily summaries for the sports government sport 
body. 

 Non-functional: high availability; bounded 
transaction latency; auditability; scalability to 
thousands of athletes and millions of records; 
support for heterogeneous devices (PCs, laptops, 
potentially mobiles). 

 Security: integrity (no undetected tampering), 
confidentiality (no unauthorized reading of sensitive 
data), authentication and authorization of users and 
organizations, and non-repudiation of actions. 
 

The threat model assumes: 

 Honest-but-fallible organizations: most actors follow 
the protocol, but crashes, misconfigurations, or 
limited insider abuse may occur. 

 Network attackers with the ability to observe and 
tamper with network traffic but not to break 
modern cryptography. 

 No global, coordinated, highly resourced adversary 
capable of simultaneously compromising a majority 
of ordering nodes and all organizations’ MSPs (such 
scenarios are treated as out of scope). 
 

Under this model, crash-fault-tolerant consensus and strong 
cryptography are appropriate, while full BFT consensus is 
considered overkill. 

 

 

3.2 Consortium Structure and Network Topology 
 

We instantiate the Fabric network with three 
organizations: sports government sport body, sport 
associations (grouped as a consortium), and sports medicine 
institute (NADO). Each organization has one or more peers, 
and all share a common channel for national level athlete 
data. This single-channel design is motivated by the need for 
consistent, shared views of athlete information across 
organizations, while access control is enforced at the 
application layer via MSP attributes and chaincode checks. 

Alternative designs include: 

 Multiple channels for different data types (e.g., 
training vs. medical) or sports 

 Private data collections for highly sensitive subsets. 
 

We choose a single-channel plus role-based logic as a first 
step because it simplifies configuration and benchmarking, 
and because many athlete-management scenarios require 
correlated analysis of training and medical data across sports. 
Future work can extend this to multi-channel architectures. 

 

3.3 Identity Management, MSP, and QR-Based 
Usability 
 

The MSP is configured to recognize the three 
organizations and their CAs. X.509 certificates carry 
attributes indicating roles (government sport body, 
association, medical, coach, scientist, physician). 
Endorsement policies and chaincode logic check these 
attributes before allowing access: 

 Government sport body/Highest sport identities can 
read all data and issue aggregate queries. 

 Medical identities can read medical data for all 
sports and related training/performance data. 

 Other related identities can read and write all data 
for their own or related athletes only. 

From a usability standpoint, directly handling long 
cryptographic keys and certificates is impractical for coaches 
and physicians. Therefore, we adopt encrypted QR codes as a 
front-end for user credentials. When the CA issues a 
certificate, the system derives a unique identifier and embeds 
it, in encrypted form, into a QR code that the user can store 
(e.g., printed card or secure device). Only the official client 
application can decrypt this QR code and retrieve the 
corresponding certificate from the MSP. 

This design trades minimal device requirements (a 
webcam or built-in camera) for robust, user-friendly 
authentication, reducing the risk of credential mistyping or 
phishing (since the QR content is not human-readable). An 
alternative would be smart cards or hardware security 
tokens; these offer stronger tamper resistance but require 
specialized hardware and infrastructure not always available 
in sports facilities. 
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3.4 . Transaction Taxonomy and Chaincode 
Semantics 
 

Each athlete-related event is modeled as one of six 
transaction types: personal info, training info, performance 
metrics, status/health indicators, specialist medical info, and 
information-sharing requests. 

The chaincode defines, for each type: 

 Preconditions on caller authority and input format. 
 Read–write set generation: which keys are read and 

which are written into the world state. 

Emitted events (e.g., for triggers to off-chain processes or 
reporting). 

A design challenge in Fabric is the read–write set 
semantics: when endorsing peers simulate a transaction, they 
record which keys were read and their versions, and which 
keys are updated. At commit time, if the key versions differ 
from those observed during simulation (due to concurrent 
updates), the transaction is marked invalid. This ensures 
serializability but constrains how we can implement multi-
step updates. 

In the athlete system, we minimize conflicts by: 

 Avoiding multiple writes to the same key within a 
single block (by using composite keys for distinct 
daily records). 

 Structuring data such that high-contention fields 
(e.g., cumulative statistics) are either computed off-
chain or updated with separate transactions at 
lower frequency. 

This design contrasts with naive approaches that might 
repeatedly update a single “total” key on every event, causing 
frequent version conflicts and throughput degradation. 
 

3.5 Off-Chain Storage: Integrity, Confidentiality, and 
Efficiency 
 

We adopt CouchDB as the off-chain repository for full 
records. Each record is a JSON document including athlete ID, 
timestamps, content (e.g., training description, physiological 
metrics), and metadata such as the responsible staff member. 

For each document, we compute a SHA-256 hash: 

 The hash space is 2²⁵⁶; under standard assumptions, 
the probability of collision between two random 
documents is negligible, and even targeted collision 
attacks require computational effort far beyond 
current capabilities. 

 In practice, this allows the hash to serve as a unique 
fingerprint for each record. 

The hash and minimal meta-data are written on-chain, 
while the JSON is stored in CouchDB under a key that includes 
the hash. This yields three benefits: 

 Integrity: Any modification to the off-chain document 
will change its hash; mismatch between stored hash 
and recomputed hash reveals tampering. 

 Storage efficiency: On-chain data size per record is 
essentially constant (32 bytes plus headers), 
independent of the actual record size, drastically 
reducing blockchain storage growth. 

 Controlled mutability: Under regulatory or 
operational requirements, certain data can be 
logically “deleted” by removing or encrypting the off-
chain record, while the on-chain hash continues to 
prove that a record existed at a given time, preserving 
audit trails. 

We secure off-chain documents using AES-256 
encryption. AES-256 is widely used, has no practical known 
attacks, and offers sufficient margin even against anticipated 
quantum advances when combined with appropriate key 
management practices. Symmetric keys are shared between 
organizations via secure channels and can be rotated 
periodically. 

Alternative off-chain approaches could use distributed file 
systems (e.g., IPFS) or cloud object stores. We choose 
CouchDB for two reasons: (1) it is natively integrated as 
Fabric’s world state backend, reducing integration 
complexity, and (2) its document-oriented model matches the 
JSON representation of athlete records, enabling rich queries 
over off-chain data without breaking the consistency link 
with the blockchain. 

3.6 Raft Ordering: From Theory to Practice 
 

We adopt CouchDB as the off-chain repository for full 
records. Each record is a JSON document including athlete ID, 
timestamps, content (e.g., training description, physiological 
metrics), and metadata such as the responsible staff member. 
Our choice of Raft as the ordering mechanism is guided by 
both theoretical and practical considerations. Theoretically, 
Raft offers: 

 A formally specified and proven crash-fault-tolerant 
consensus algorithm with leader election, log 
replication, and safety guarantees (Ongaro & 
Ousterhout, 2014). 

 Linearizable log replication under partial synchrony 
assumptions, which align with typical datacenter 
networks in public institutions. 

Practically, compared with Fabric’s earlier Kafka-based 
approach: 

 Raft is integrated into Fabric, eliminating the need to 
manage external Kafka and ZooKeeper clusters. This 
reduces operational attack surface and configuration 
complexity. 

 Snapshot capabilities allow truncating old log entries 
once they are reflected in the ledger, preventing 
unbounded growth of the orderer’s storage. 

Compared with hypothetical BFT ordering services, Raft: 
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 Achieves higher throughput for moderate network 
sizes by avoiding the quadratic message overhead of 
many BFT protocols. 

 Matches the threat model: ordering nodes are 
operated by national institutions with strong 
administrative controls; crashes and connectivity 
issues are realistic, whereas coordinated Byzantine 
attacks on a majority of orderers are less so. 

Our experiments with a single-orderer configuration 
already achieve several hundred TPS; extending to three or 
five orderers in a Raft cluster is expected to preserve similar 
throughput while improving fault tolerance, as long as the 
quorum size remains modest. 

4. IMPLEMENTATION AND EXPERIMENTAL 
METHODOLOGY 
 

The prototype of the national athlete information 
management system was implemented on a blockchain 
network derived from the standard First-Network 
configuration in Hyperledger Fabric 2.0. Building on this 
baseline, the architecture was extended with components for 
performance, security, and domain-specific functionality, 
yielding a fully operational blockchain model for athlete data 
management. The network deploys multiple peers within the 
standard Fabric architecture, uses Raft as the ordering 
service, and distributes smart contracts (chaincode) that 
encode and automate the core business logic. 

The client application was developed in JavaScript and 
interacts with the Fabric network to submit transactions and 
query data. Because the primary objective was to evaluate 
feasibility and performance rather than to deliver a 
production user interface, results are presented in a console-
based environment instead of a graphical dashboard. This 
implementation demonstrates the operational viability of the 
proposed blockchain-driven athlete management framework 
and provides a foundation for future interface refinement and 
optimization. 

Development and testing used widely adopted open-
source tools. Git supported version control, while cURL was 
used for REST API interaction and network testing. The 
blockchain infrastructure was containerized with Docker 
(version 17.06.2-ce or higher) and Docker Compose to ensure 
reproducible deployment. Application logic and interaction 
modules were implemented with Node.js 10.15.3 and NPM 
6.14.6, and smart contracts were written in Go and JavaScript, 
reflecting Hyperledger Fabric’s dual-language support. 

4.1 Prototype Setup 
 

The implementation leveraged the Fabric-samples 
package and Docker-based deployment to ensure modular, 
reproducible configuration across development and testing. 
macOS Catalina 10.15.5 served as the primary development 
environment, and a virtual machine running Ubuntu LTS 
18.04.4 hosted the peer nodes for distributed testing. The 
network was initialized with the official Hyperledger Fabric 
2.0 binaries and executed in Docker containers under the 

First-Network topology. The hardware environment 
consisted of an Intel Core i5 CPU (1.6 GHz), 8 GB RAM, and a 1 
TB SSD/HDD, providing sufficient resources to emulate multi-
node execution and measure throughput and latency on mid-
range institutional hardware. 

The prototype configuration comprised three 
organizations—the national sport governing body, sport 
associations, and the sports medicine institute—connected 
through a single channel and hosting a total of five peer 
nodes. A Raft-based orderer provided crash-fault-tolerant 
transaction sequencing, and CouchDB served as the state 
database, supporting off-chain document storage and rich 
queries. The deployed chaincode implemented six 
transaction types corresponding to athlete information 
management processes: personal, training, performance, 
health, medical, and data-sharing records. Together, these 
elements form a controlled, reproducible blockchain 
environment representative of a national athlete 
management system. 

4.2 Workloads and Metrics 
 

We use Hyperledger Caliper 1.0 as the benchmarking 
tool. Caliper sends transactions to the Fabric network via 
client SDKs and records throughput and latency. 

Three workload categories are defined: 

 Read-only: transactions that query existing athlete 
records (simulating dashboards and reports). 

 Write-only: transactions that create new records 
(simulating daily data entry). 

 Mixed: workloads combining reads and writes, 
approximating more realistic usage. 

Transaction payload sizes are set to 8, 16, 32, 64, 128, 
256, 518 KB, and 1 MB to explore how payload size affects 
throughput and latency. 

For each configuration, we perform two runs and report 
average throughput (TPS), average latency, and maximum 
latency. 

5. RESULTS AND SCIENTIFIC DISCUSSION 
 
This section evaluates the proposed Fabric-based 
architecture from both performance and security 
perspectives. Using Hyperledger Caliper on a modest, 
institution-grade testbed, we analyze resource utilization 
and characterize throughput–latency behavior under read- 

and write-intensive workloads with varying payload sizes. 

 

 

 

 

 



          International Research Journal of Engineering and Technology (IRJET)       e-ISSN: 2395-0056 

                Volume: 12 Issue: 11 | Nov 2025              www.irjet.net                                                                         p-ISSN: 2395-0072 

  

© 2025, IRJET       |       Impact Factor value: 8.315       |       ISO 9001:2008 Certified Journal       |     Page 177 
 

5.1 Workload and performance 
 
Table 5-1: Resource utilization of Docker containers and 

client process during the performance evaluation, 
including maximum and average memory usage, CPU 

usage, and network/disk I/O 
 

 
 
5.2 Throughput and Latency Behavior 

The experiments show a clear pattern: 
 

Table 5-2: Throughput and latency of read transactions 
versus payload size using CouchDB 
 

 
 
As shown in Table 5-2, read-only performance remained 

high across all payload sizes when using CouchDB as the 
state database. With 8 KB transactions, the system achieved 
a peak throughput of 1693.02TPS, with an average latency of 
0.56 s and a maximum latency of 1.34 s. As the transaction 
size increased, throughput decreased and latency increased, 
following the expected trend for larger payloads. Even for 
very large read payloads (518 KB and 1 MB), the network 
still sustained 266.41TPS and 164.06 TPS, with average 
latencies of 2.25 s and 3.25 s, respectively. Overall, these 
results show that the prototype can support high read 
throughput with modest latency across a wide range of data 
sizes, indicating that the architecture is suitable for large-
scale query workloads in a national athlete management 
system. 

 
 
 
 

Table 5-3: Throughput and Latency of Write Transactions 
Across Payload Sizes Using CouchDB 
 

 
 

Table 5-3 reports the performance of write-only 
transactions using CouchDB as the state database across 
different payload sizes. With 8 KB transactions, the system 
achieves 1009.55 TPS, with an average latency of 0.56 s and 
a maximum latency of 1.34 s. As the payload size increases, 
throughput gradually declines and latency increases, 
following the expected pattern for larger write operations. 
For larger payloads, performance drops to112.87 TPS at 1 
MB, with corresponding increases in both average and 
maximum latency. Overall, the results indicate that the 
prototype can sustain relatively high write throughput at 
small to medium payload sizes, while still providing 
acceptable performance for larger athlete record updates. 
 
Scientifically, these results can be interpreted as follows: 
 

 Read-only transactions are limited primarily by 
peer-level query processing and network 
transmission; they do not incur the full 
endorsement–ordering–validation–commit pipeline 
for state updates. Hence read throughput is 
significantly higher. 

 Write throughput is bounded by the combined cost 
of chaincode execution, endorsement, ordering, 
validation, and ledger commit. The relative flatness 
of write TPS for payloads between 16 and 256 KB 
suggests that cryptographic and I/O costs dominate 
more than pure payload size up to a certain 
threshold, beyond which larger payloads increase 
serialization and transmission time noticeably (518 
KB and 1 MB cases). 
 

From an application standpoint, these numbers indicate 
that the system can process a worst-case burst of several 
thousand athlete-related transactions within tens of seconds, 
which is acceptable for daily training and reporting 
workflows. 
 

5.3 Comparison with Reported Fabric Benchmarks 
 

The absolute TPS achieved here is lower than the best-
reported Fabric benchmarks (2,500 TPS and beyond) in 
highly optimized environments. However, our environment 
is intentionally modest and realistic for institutional 
deployments. We also use CouchDB, which offers rich query 
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capabilities at some performance cost compared with 
LevelDB. 

The main scientific insight is not the raw TPS but the 
shape of the throughput–payload curve under a concrete, 
domain-specific chaincode design and off-chain pattern. This 
provides empirical evidence that our architectural choices 
(Raft, off-chain JSON, role-based chaincode) do not introduce 
unexpected bottlenecks beyond those inherent in Fabric’s 
design 

5.4 Security Properties 
 

From a scientific security perspective, the architecture 
achieves: 

 Integrity: Any transaction committed to the ledger 
is immutable under realistic computational 
assumptions; modifying a block would require 
recomputing hashes for that block and all 
successors on a majority of peers, which becomes 
infeasible once blocks accumulate. Additionally, off-
chain records are bound to their on-chain hashes 
via SHA-256. 

 Confidentiality: AES-256 encryption keying off 
symmetric keys shared between organizations 
protects off-chain records. TLS and potentially 
double TLS protect data in transit. 

 Authentication and authorization: MSP-based X.509 
certificates and chaincode-level access checks 
enforce role-based access. Unauthorized entities 
cannot join the network without being recognized 
by the MSP configuration, and role escalation is 
prevented by certificate attribute validation. 

 Auditability and non-repudiation: Every data 
creation and sharing event is logged as a 
transaction, including the identity (certificate), 
timestamp, and affected athletes. This trace can be 
used for internal auditing and external oversight. 

Compared with previous blockchain-based systems in 
healthcare, our contribution lies in the explicit modeling of 
athlete-centric workflows, the combination of Raft and off-
chain encryption tailored to high-frequency training data, 
and the empirical grounding in performance benchmarks for 
this specific domain. 

5.5 Limitations and Design Trade-Offs 
 

A scientifically honest assessment must highlight trade-
offs: 

 By relying on crash-fault-tolerant consensus rather 
than BFT, we accept that compromised orderer 
quorums could, in principle, mis-order or censor 
transactions. For the assumed governance setting 
(public institutions under national oversight), this 
risk is acceptable; for more adversarial 

environments, hybrid or BFT consensus might be 
required. 

 Off-chain storage introduces an extra dependency 
(CouchDB) and potential failure mode; if off-chain 
data are lost while on-chain hashes remain, 
integrity checks will fail but the underlying record 
cannot be recovered. This is a general limitation of 
off-chain schemes and must be addressed via robust 
backup strategies. 

 The single-channel design simplifies initial 
deployment but may expose more meta-data than 
necessary (e.g., some organizations seeing that a 
transaction occurred, though not its content). 
Future work can use private data collections or 
multiple channels for stricter separation. 

 

6. CONCLUSION AND FUTURE DIRECTIONS 
 

This paper has presented a scientifically grounded design 
and evaluation of a permissioned blockchain architecture for 
national level athlete information management. By modeling 
the government sport body, sport associations, and sports 
medicine institute as Fabric organizations, implementing 
Raft-based ordering, and using off-chain encrypted storage, 
we address centralization, transparency, and sharing issues 
inherent in current systems. 

The main scientific contributions are: 

 A domain-specific transaction and data model that 
captures the full athlete information lifecycle. 

 A design rationale for using Raft, MSP-based 
identity, and off-chain storage that balances 
performance, security, and operational complexity. 

 Empirical performance data across different 
payload sizes and workload types, interpreted 
through Fabric’s internal semantics. 

 A security argument that combines blockchain 
immutability with modern cryptography to protect 
sensitive athlete data. 

Future research will proceed along three directions: 

 Extended consensus and topology experiments. We 
plan to deploy multi-orderer Raft clusters, explore 
block size and timeout tuning, and evaluate multi-
channel and private data configurations in larger-
scale simulations. 

 Advanced privacy-preserving analytics. Integrating 
differential privacy, secure multi-party 
computation, or zero-knowledge proofs could 
enable external analytics providers to operate on 
athlete data without learning raw values. 

 Integration with coaching and medical decision 
support. Building on the secure data layer, we 
intend to develop analytic dashboards and 
predictive models (e.g., injury risk, performance 
readiness) that exploit the longitudinal, tamper-
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evident dataset while respecting role-based access 
and regulatory constraints. 

 To further increase throughput, the architecture 
could be scaled and tuned by deploying the network 
on a small cluster of dedicated servers, simplifying 
chaincode to single-key operations, relaxing 
endorsement policies for high-volume transactions, 
and tuning Raft to use larger blocks and longer 
timeouts, as suggested by existing Fabric 
benchmark studies 

 
In sum, the proposed architecture demonstrates that 
permissioned blockchains, when carefully engineered with 
appropriate consensus and storage mechanisms, can provide 
a scientifically robust and practically feasible foundation for 
modern athlete information management at national scale. 
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